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Abstract

While Audio Large Language Models (Audio
LLMs) excel at multimodal understanding, they
suffer from rext dominance, a bias where mod-
els favor text over acoustic evidence, potentially
leading to hallucinated responses. However,
the internal mechanisms underlying how these
models behave when audio and textual inputs
contradict each other remain unexplored. In this
work, we present the first mechanistic analysis
of this phenomenon by tracing the propagation
of internal representations across layers. Our
investigation reveals three key findings: (i) text
dominance is consistently observed across mod-
els; (ii) while text and audio rely on function-
ally distinct pathways, they ultimately converge
into a shared semantic space in late layers; and
(iii) the text pathway does not erase audio infor-
mation, but rather actively suppresses intact au-
dio representations. Building on these insights,
we leverage back-patching, a training-free inter-
vention that routes late-layer audio activations
back into earlier layers. This amplifies the au-
dio representations, enabling them to overcome
textual suppression. Our evaluation shows that
back-patching consistently reduces text dom-
inance, demonstrating a mechanistic route to
mitigating text dominance under conflict.

1 Introduction

Large Language Models (LLMs) have seamlessly
integrated the audio domain, giving rise to highly
capable Audio Large Language Models (Audio
LLMs) (Chu et al., 2024; Gong et al., 2024; Fixie
Al, 2024). Advancing beyond simple speech trans-
lation, modern models directly process acoustic
signals across a broad spectrum of applications—
from captioning and QA (Cho et al., 2025; Ghosh
et al., 2024) to high-dimensional reasoning tasks
like multi-audio comparison, logical deduction, and
robustness testing (Chen et al., 2024; Diao et al.,
2025; Pan et al., 2025; Hou et al., 2025; Deshmukh
et al., 2025; Tang et al., 2024).

However, a key challenge undermines their re-
liability in practical deployment: text dominance,
a bias where models favor text over conflicting
audio (Weck et al., 2024; Wu et al., 2025; Billa,
2026). For example, if a prompt contains a flawed
transcript, the model may generate a response con-
sistent with the textual premise despite clear contra-
dictory evidence in the speech. fig. 1(a) illustrates
a typical instance of this failure mode, where the
model overlooks clear acoustic evidence and incor-
rectly generates a text-aligned response.

Mitigating this vulnerability requires uncovering
how competing text and audio representations inter-
act beneath the surface. Consequently, Mechanistic
Interpretability (MI) emerges as a natural tool for
tracing these internal multimodal interactions. Yet,
while recent MI studies have begun to explore in-
formation flow in Audio LLMs (Chowdhury et al.,
2026; Pluth et al., 2026; Chen et al., 2026; Glazer
et al., 2026), they have primarily focused on co-
operative multi-modal setups or single-modality
tracking. The mechanisms governing how text and
audio representations interact under conflicting con-
ditions remain entirely unexplored.

In this work, we present the first mechanistic in-
terpretation of text-audio conflict in Audio LLMs at
the circuit level, tracing how modality-specific sig-
nals propagate through attention heads and MLP
modules. To achieve this, we first reconstruct a
dataset across four diverse tasks, where each sam-
ple features conflicting text and audio prompts
(fig. 1a). We then independently isolate text and
audio circuits (fig. 1b), and perform causal ablation
to capture how these modalities interact under con-
flict (fig. 1¢). Our comprehensive analysis uncovers
the internal circuits underlying multimodal conflict
in representative open-source Audio LLMs.

Our analysis yields three key findings on text-
audio conflict in Audio LLMs. First, we empiri-
cally demonstrate a strong tendency towards text
dominance, with models favoring text over conflict-
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Figure 1: Overview of our approach to analyzing and mitigating text dominance in Audio LLMs. (a) An
example of modality conflict where the model ignores acoustic evidence and generates a text-dominant answer. (b)
Identification of the individual text and audio circuits and the analysis of their functional relationship. (c) Targeted
ablations reveal that removing the text circuit restores the model’s reliance on audio cues, implicating the text circuit
as a major driver of the bias. (d) A training-free, test-time intervention that mitigates text dominance by routing

late-layer audio activations to earlier layers.

ing acoustic evidence across (§3). Second, despite
structural overlaps, text and audio circuits remain
functionally independent during data processing,
yet their activations ultimately align in late lay-
ers (§4). Third, text dominance does not arise from
the erasure of audio information; rather, acoustic
evidence remains recoverable even when the text
pathway dominates (§5).

Building on these observations, we adopt back-
patching (Biran et al., 2024; Lepori et al., 2025;
Nikankin et al., 2026) for the audio domain (fig. 1d).
Since multimodal integration occurs in later lay-
ers (Chen et al., 2026), injecting deep acoustic fea-
tures back into early stages allows us to pre-activate
the audio signal. This increased activation magni-
tude enables the audio signal to counteract text
dominance and preserve its information throughout
the final fusion layers. Evaluated across eight lan-
guages and four conflict types, our back-patching
intervention elevates the average audio accuracy
from 0.35 to 0.46 without compromising the under-
lying text circuit, approaching the 0.50 balanced
reference in our conflict setting

2 Related Work

2.1 Audio Large Language Models and
Modality Bias

While modern Audio LLMs have shown remark-
able performance across various downstream tasks,
they exhibit a critical vulnerability known as
modality bias (Weck et al., 2024; Wu et al.,
2025; Billa, 2026). Heavily optimized for lan-
guage priors, these models often demonstrate fext
dominance—disproportionately favoring textual

prompts over explicit but contradictory acoustic
evidence. This phenomenon aligns with the strict
modality hierarchy observed in broader Omni-
LLMs, where audio is frequently suppressed by
dominant visual or textual signals (Yan et al., 2026;
Sung-Bin et al., 2025; Chenshuang Zhang and Oh,
2026; Wen et al., 2026). However, while cross-
modal conflicts are actively addressed in Omni-
LLMs, research on dedicated Audio LLMs remains
sparse. Prior mitigation has primarily focused on
training-based approaches. In contrast, we focus on
mechanistically characterizing text dominance un-
der conflict and derive back-patching as a training-
free intervention from this analysis.

2.2 Mechanistic Interpretability

Circuit discovery in mechanistic interpretability
(MI) aims to reverse-engineer neural networks into
human-understandable computational subgraphs,
or circuits (Geva et al., 2021; Nikankin et al.,
2025; Conmy et al., 2023). Traditional MI tech-
niques such as causal tracing and activation patch-
ing (Meng et al., 2022; Wang et al., 2023) enable
the precise identification of these circuits by di-
rectly measuring the effect of localized counter-
factual interventions. To accelerate this exhaustive
patching process, we adapt attribution patching
with integrated gradients (AP-IG) (Nanda, 2022;
Sundararajan et al., 2017; Hanna et al., 2024) to the
text-audio domain, allowing us to efficiently local-
ize the distributed causal pathways where modality
arbitration under conflict occurs.

Early MI efforts in Audio LLMs have begun to
explore internal mechanics by employing SAEs to
disentangle features (Chowdhury et al., 2026; Pluth



Table 1: Examples of conflict tasks. The table illus-
trates the four types of linguistic swaps (Adjective,
Negation, Number, and Time) applied to base prompts,
along with their corresponding counterfactual (CF)
queries and choices. The correct answer is always in-
cluded within the options, with the order of choices (A
and B) randomized per sample.

1. Adjective Swap
Base: Closed stations are shown in normal font.
CF: Open stations are shown in normal font.
Query: What type of stations are shown in normal font?
Choices: A: Open | B: Closed

2. Negation Swap
Base: My attorney didn’t recommend that I take. . .
CF: My attorney recommended that I take. ..
Query: Did the attorney advise taking...?
Choices: A: Recommended | B: Didn’t Recommend

3. Number Swap
Base: Stoppard has been married three times.
CF': Stoppard has been married two times.
Query: How many times has Stoppard been married?
Choices: A: Three | B: Two

4. Time Swap
Base: We’ve been laughing all day about that.
CF': We’ve been laughing all week about that.
Query: What length of time is mentioned?
Choices: A: Day | B: Week

Table 2: Modality preference under base and coun-
terfactual (CF) conditions. X = Y denotes the
prompt sequence order where X precedes Y. Due to
the binary choice format, Ap_ 4 explicitly captures
the accuracy gap between the text and audio modali-
ties (Text Acc. — Audio Acc.). Bold values highlight a
prominent text bias (Ap_4 > 0.1).

Condition Qwen Ultravox

Text Acc. Ar_a TextAce. Ar_a
Apase = Tor 0.71 +0.41 0.56 +0.12
Acr = Trase 0.70 +0.39 0.62 +0.25
Toase = Acr 0.50 0.00 0.66 +0.32
Ter = Apase 0.47 —0.05 0.61 +0.22

et al., 2026), mapping fusion dynamics via causal
tracing (Chen et al., 2026), or steering audio re-
liance (Glazer et al., 2026). However, despite these
advancements, existing research has yet to causally
explain how models resolve direct modality con-
flicts. We bridge this critical gap by demonstrating,
through causal circuit analysis, that text dominance
is actively driven by suppression from the text cir-
cuit. Furthermore, we leverage these insights to
propose back-patching, a training-free intervention
that mitigates this suppression by routing late-layer
audio activations back into earlier layers.

3 The Text Dominance Phenomenon in
Modality Conflict

In this section, we first reconstruct the evaluation
setup into a controlled modality conflict bench-
mark designed to isolate text-audio bias in Audio
LLMs. We then demonstrate that representative
Audio LLMs consistently exhibit strong text domi-
nance under conflicting multimodal inputs.

3.1 Task Formulation and Dataset
Construction

To evaluate modality bias, we reformulate a modal-
ity conflict task based on the ALME bench-
mark (Billa, 2026), where audio and text inputs
contain explicitly contradictory facts. As shown
in table 1, the original ALME prompts consist of
base and counterfactual (CF) pairs created by flip-
ping specific attributes (e.g., text: "Closed", au-
dio: "Open"). To ensure that this evaluation reflects
genuine modality preference rather than dataset or
sequence-related artifacts, we further regenerate
the corresponding audio prompts using a text-to-
speech module '. We additionally evaluate two in-
put orders: audio-first (A = T') and text-first (1" =
A). Together, these design choices allow us to con-
struct balanced text-audio conflict pairs across both
modalities while controlling for modality-ordering
effects. Detailed dataset construction procedures
are provided in section B.1.

In this conflict setting, onsistently favoring one
modality indicates a modality bias. We therefore
use Modality Equilibrium as a diagnostic reference,
corresponding to equal rates of following conflict-
ing textual and acoustic evidence. Under our bal-
anced binary conflict construction, this corresponds
to 0.5 text accuracy and 0.5 audio accuracy.

3.2 Observation of Modality Bias

We evaluate modality conflict using two representa-
tive Audio LLMs: Qwen2-Audio-7B-Instruct and
Ultravox v0.6-1lama-3.1-8b. As shown in table 2,
both models deviate substantially from this bal-
anced reference, exhibiting strong text dominance.

Specifically, Qwen exhibits an asymmetric
modality pull. When text is presented last (A = T),
it exploits the recency advantage and strongly domi-
nates the output, reaching nearly 0.70 text accuracy.
In contrast, when audio is presented last (T" = A),
the effect is weaker and less consistent; in one con-
dition (Tor = Apase), text accuracy even drops to

"https://github.com/rany2/edge-tts
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Figure 2: Causal tracing of model components via AP-IG. We visualize the patching effects from all model
components across each input position and layer using Qwen on the negation swap conflict task. Distinct operational
behaviors are observed across different functional segments, corresponding to the specific positions of Data, Query,

and Generation tokens.

0.47, indicating a slight shift toward audio. By con-
trast, Ultravox maintains a stable text bias above
0.60 across all conditions, revealing a modality
preference that is largely invariant to input order.

While these metrics confirm behavioral text bias,
they treat the model as a black box. To uncover
where and how textual features actively suppress
audio during the fusion process, we must shift
from surface-level observations to mechanistic in-
terpretability, isolating the specific computational
circuits driving this phenomenon.

4 Disentangling Text and Audio Circuits

To map the internal landscape of Audio LLMs dur-
ing modality conflict, we must first isolate the inde-
pendent computational subgraphs (attention heads
and MLPs) responsible for processing each modal-
ity. Following the disentanglement framework of
Nikankin et al. (2026), we adapt the Transformer-
Lens library (Nanda and Bloom, 2022) for con-
tinuous audio inputs, enabling us to extract these
modality-specific circuits and analyze their archi-
tectural distribution.

4.1 Circuit Discovery via Activation Patching

We start by identifying the model components
critical for each single modality. All patching ex-
periments are conducted in English to maintain
structurally identical counterfactual pairs. To as-
sess causal effects, we employ activation patch-
ing. For a given target modality, we define a clean
run using the base prompt (containing the original
factual statement) and a corrupted run using the
corresponding counterfactual (CF) prompt (where
the key factual information is inverted). To scale
this causal estimation efficiently across all compo-
nents, we utilize AP-IG (Sundararajan et al., 2017,
Hanna et al., 2024; Nikankin et al., 2026). Instead

of performing prohibitively expensive exhaustive
interventions, AP-IG estimates hookwise causal im-
portance via a path-integrated gradient attribution
score:

T 1 X
SIG(U) _ (al()clean) _ al()cf)> . E Z vauf(ék)
k=1

ey
where ag,de‘m) and ag,cf ) represent the activations

of component v under the clean and counterfac-
tual conditions, respectively. The gradient of our
target metric F (the logit difference) is evaluated
at interpolated input embeddings &, = e(¢f) +
% (elctean) _ e(cf)) Following (Hanna et al., 2024
Nikankin et al., 2026), we set K = 5. We com-
pute these scores for each discovery prompt and
average them. We then construct candidate cir-
cuits by selecting the top-ranked attention heads
and MLP neurons at multiple sparsity levels p €
{0.1%, ...,100%} based on the absolute AP-IG
scores. Additional implementation details, includ-
ing the discovery/evaluation split and prompt setup,
are provided in section B.2.

Based on these computed AP-1G scores, fig. 2
visualizes the causal patching effects for Qwen.
The heatmaps reveal distinct modality patterns: in
the Data (D) positions, textual components exhibit
notably stronger causal importance that extends
deeper into the model layers compared to the audio
components. Conversely, the activation patterns in
the Query (Q) and Generation (G) positions appear
remarkably similar between the two modalities.

4.2 Circuit Faithfulness Evaluation

To evaluate faithfulness, we retain only the se-
lected circuit components and ablate all non-circuit
components by replacing their activations with
those from the corresponding counterfactual run.
We sweep over circuit sparsity levels and select
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Figure 3: Faithfulness of discovered circuits. We eval-
uate circuit faithfulness across models and English con-
flict tasks. The smallest circuit with faithfulness above
0.8 is used for subsequent analysis.

the smallest percentile whose normalized faithful-
ness exceeds 0.8. As illustrated in the Faithfulness
Graphs (fig. 3), relatively sparse circuits recover a
substantial portion of the original performance; this
criterion yields 20% for Qwen and 10% for Ultra-
vox for subsequent analysis. Notably, at equivalent
sparsity levels (e.g., p = 0.1), the audio circuits
generally exhibit lower faithfulness than the text
circuits, suggesting that audio processing is more
distributed and therefore requires a larger fraction
of components to recover comparable performance.

4.3 Structural and Functional Overlap
Analysis

Given the faithful textual and audio circuits, we in-
vestigate their intersection. (Kaduri et al., 2025;
Nikankin et al., 2026) Guided by our patching
effect observations, we partition the circuits into
three functional positions: Data (cp), Query (cg),
and Generation (c). We then evaluate the modal-
ity sub-circuits at each position for both structural
overlap and functional equivalence (fig. 4).
Structural intersection. To quantify the over-
lap between the textual (C7) and audio (C4) cir-
cuits, we directly calculate the Intersection over
Union (IoU) within their shared positional space.
To correct for the bias of larger circuits inherently
yielding higher overlaps, we normalize the metric
against randomly sampled circuits (cTT“"d, cff”d)
of identical sizes. We define the normalized IoU
(NIoU) as:

IOU(CT> CA) - IOU(C%and, C:{and)

NIOU(CT7 CA) = 1.0 — IOU(C?md, C;’land)

2)
In Qwen, data sub-circuits are nearly disjoint (IoU
~ 0.01), indicating independent early processing
channels. In contrast, Ultravox exhibits early struc-
tural entanglement (data IoU > 0.40). Despite
these initial differences, both models show substan-
tially greater overlap at the query (IoU 0.54-0.68)
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Figure 4: Structural intersection and functional in-
terchange of text and audio circuits. The bar charts
display the normalized Intersection over Union (IoU)
and interchange faithfulness across three functional po-
sitions: data (D), query (Q), and generation (G). Qwen
is represented by solid bars, while Ultravox is distin-
guished by hatched patterns.

and generation (IoU 0.66-0.89) stages.
Functional interchange. Structurally disjoint com-
ponents may still implement similar functional-
ity. We therefore investigate whether correspond-
ing sub-circuits are functionally interchangeable.
For example, we test whether activating the audio
query sub-circuit (Cg) during a purely textual for-
ward pass—effectively replacing its textual coun-
terpart (Cjcg )—preserves faithfulness. To measure
this equivalence, we define the average Interchange
Faithfulness (IF):

1
F(Q) = 5(SCPuch ruck /)

+s(cfucd,,uck )

where S(+, 7) denotes the faithfulness score evalu-
ated on the respective uni-modal task prompt (77
for text, T4 for audio). We show IF(Q)) as a repre-
sentative case; IF(D) and IF(() are defined anal-
ogously. For the Data position, the interchange is
defined using the modality-specific data-token span
rather than exact token-index identity. Swapping
data sub-circuits degrades performance to near-
random baselines, whereas interchanging query
and generation sub-circuits preserves performance
close to the original uni-modal circuits. This sug-
gests that by the query and generation stages, the
two modalities operate in a shared semantic space,
which we verify in the following section.

4.4 Semantic Convergence in Deep Layers

To understand how these initially distinct modali-
ties eventually converge, we further investigate how
their representations evolve across the network. Un-



Table 3: Audio accuracy under different ablation settings. In this closed-set A/B evaluation, predictions are
restricted to the two candidate labels, so text accuracy is exactly 1 — audio accuracy. Removing the text circuit
(—Cr) shifts model reliance toward audio, whereas removing the audio circuit (—C 4) further reduces audio accuracy
by reducing audio-consistent predictions under conflict. Ablating the union circuit (—Cy) shifts the models toward
the 0.5 balanced reference; however, Ultravox remains more text-dominant than Qwen, indicating stronger influence

from its background circuits.

Adjective Negation Number Time
Model
Full —CT —CA —CU Full —CT —CA —CU Full —CT —CA —CU Full —CT —CA —CU
Qwen 033 0.82 0.13 045 040 067 045 055 044 085 0.13 045 037 079 0.16 0.50
Ultra. 037 092 0.04 039 022 0.81 006 044 0.18 095 0.00 035 036 093 0.01 040
adjective swap number swap reveal that text dominance is actively driven by the
—— negation swap time swap . . . . . .
Qwen text circuit suppressmg.aco.ustlc mgnals. Finally, we
. o~ show that brute-force circuit deletion degrades core
2% 050 language capabilities, demonstrating the necessity
0w = . . .
SE for a non-destructive intervention.
& 0.25
0 > 202 30 5.1 Causal Ablation Design
Ultravox
- First, we investigate the root cause of text dom-
.§§ 0.6 , inance by selectively deactivating the text (Cr),
SE o / audio (C4), and union (Cyy) circuits. To precisely
‘ ‘ ‘ ‘ ‘ ‘ ‘ isolate their causal effects, we perform position-
0 5 10 15 20 25 30 . . .
Layer specific mean ablation exclusively at the respec-

Figure 5: Cosine similarity of audio and textual to-
ken activations across layers. For each audio token,
we compute its maximum cosine similarity against all
corresponding textual tokens, then average the scores.
The similarity consistently increases in deeper layers of
both models, indicating that acoustic features align with
textual representations late in the network.

like the preceding circuit-level analysis over data,
query, and generation positions, this analysis com-
pares token-level hidden representations within the
modality-specific data spans. Specifically, within
the modality-specific data spans, we compute co-
sine similarity at each layer without assuming one-
to-one token alignment, taking for each token in
one modality the maximum cosine similarity over
all tokens in the other modality and then averag-
ing the resulting scores. As illustrated in fig. 5, the
similarity scores consistently increase in deeper
layers for both Qwen and Ultravox. This observa-
tion suggests that audio representations ultimately
converge into a shared semantic space with text in
the late layers.

5 Causal Ablation of Text Dominance

In this section, we analyze how textual and audio
circuits interact during explicit modality conflict.
Following our causal ablation design (table 3), we

tive token positions: text tokens (Pr) for the text
circuit, audio tokens (P,) for the audio circuit,
and both for the union circuit. We evaluate the
models in a closed-set classification setting where
they must choose between audio-supported and
text-supported labels. For text-circuit ablation, we
replace the activations of all components in Cr at
text-token positions with their baseline mean acti-
vations:

ac[p] < a. VeeCr, p € Pr ()
where a. is the mean activation of component c
estimated over a balanced baseline distribution to
avoid out-of-distribution (OOD) effects. We apply
the same procedure to C4 and C;; at P4 and Pr U
P 4, respectively.

5.2 The Suppression Effect

The ablation results show a substantial shift in
modality reliance. In the baseline (Full) state,
both models exhibit low audio accuracy, reflect-
ing strong text dominance. However, when the
text circuit is ablated (—Cr), audio accuracy in-
creases—for instance, rising from 0.33 to 0.82 in
Qwen for the Adjective task. This confirms a di-
rect causal relationship: the text circuit actively



Table 4: Back-patching performance across conflicting modality conditions. Results are averaged over two
complementary setups: (i) counterfactual audio with literal text, and (ii) literal audio with counterfactual text. We
report the patched audio accuracy and the bootstrap improvement (A, over the unpatched baseline) with standard
deviations in parentheses. An audio accuracy of 0.5 denotes the balanced reference point under our conflict setting.

Model Lang, Adj. Swap Neg. Swap Num. Swap Time Swap Avg.
Patched A Patched A Patched A Patched A Patched A

AR 0.46 +0.3040.00 0.53 4+0.2040.09 047 +0.1740.10 045 +0.2340.10 048 +0.2310.10
DE 0.51 +0.3140.09 0.51 +0.2244.11 0.48 +0.1140.10 046 +0.21410.10 0.49 +0.2140.10
EN 0.33 +0.0840.04 042 +0.1440.05 0.45 +0.0940.04 0.39 +0.0840.05 040 +0.1040.05
FR 0.46 +0.2214.08 0.49 +0.2040.08 0.50 +0.07+0.08 0.48 +0.221¢.0s8 0.48 +0.1840.08

Qwen 1T 0.47 +0.2940.0s 0.50 +0.2410.08 0.54 +0.2310.00 049 +0.1340.00 0.50 +0.2214.99
JA 0.38 +0.0840.04 047 4+0.1240.10 0.47 +0.0440.03 048 +0.1640.0s 0.45 +0.1040.06
PT 0.48 +0.1510.00 0.48 +0.1810.08 0.52 +0.0540.00 0.48 +0.2040.08 0.49 +0.1510.00
ZH 0.32 +0.08+0.05 0.37 4+0.1140.05 0.45 +0.0640.03 0.38 +0.07+0.04 0.38 +0.08+0.04
Avg. 0.43 4+0.1940.07 0.46 +0.1640.08 049 +0.1010.0r 045 +0.16+0.08 0.46 +0.1640.08
AR 0.48 +0.1040.09 0.48 +0.1040.09 0.50 +0.1244.10 0.49 +0.08+0.09 0.49 +0.1040.09
DE 049 +0.0440.03 049 +0.0440.05 0.37 +0.0940.06 0.67 +0.1340.06 0.51 +0.084+0.05
EN 0.53 +0.0210.03 0.54 +0.0340.02 0.37 +0.0440.05 0.45 +0.0440.06 0.47 +0.0340.04
FR 0.56 +0.07+0.04 049 +4+0.0640.05 0.41 +0.07+0.06 0.56 +0.0840.05 0.51 +0.07+0.05

Ultra. IT 0.58 +0.03+0.06 0.45 +0.1540.06 0.37 +0.0540.04 0.52 +0.07+0.07 0.48 +0.08+0.06
JA 0.47 +0.0710.05 047 +0.0410.04 043 40.08+0.0s8 0.44 +0.0410.03 0.45 +0.06+0.05
PT 0.49 +0.0710.05 0.50 +0.06+0.05 0.41 +0.1240.06 0.49 +0.08+0.06 0.47 +0.08+0.06
ZH 0.46 +0.06+0.04 0.44 +0.0519.04 046 40.07+0.06 0.39 +0.07+0.04 0.44 +0.06+0.05
Avg. 0.51 40.06+0.05 0.48 +4+0.07+0.05 0.43 +0.08+0.06 0.50 +0.0710.05 0.48 +0.0710.05

suppresses the audio pathway, serving as the im-
portant bottleneck that enforces text-dominant de-
cisions. To further scrutinize this cross-modal in-
teraction, we examine the role of the audio cir-
cuit by selectively ablating it (—C,4) at positions
‘P 4. Notably, removing the audio circuit drives the
already-low accuracy even lower. This further drop
indicates that the audio circuit contributes to audio-
consistent predictions under conflict, though it is
ultimately overwhelmed under conflict conditions.

5.3 Limitations of Circuit Deletion

To explore their collective interaction, we ablate
both circuits simultaneously (—Cy). If text domi-
nance were confined entirely to the identified text
and audio circuits, ablating both might be expected
to move the model toward a more neutral baseline.
Instead, we observe asymmetric baselines: Qwen
approaches equilibrium, whereas Ultravox retains
a degree of text dominance. This discrepancy in-
dicates that text dominance is not confined to the
core circuits, but is heavily enforced by the model’s
background circuits and core language capabilities.

Furthermore, while this asymmetric bias is ex-
posed within a controlled, closed-set classification,
relying on disruptive component deletion funda-
mentally compromises the model’s architecture. In
practical free-form generation where linguistic co-
herence is strictly required, such brute-force inter-
ventions are typically unviable. This structural lim-

itation indicates that circuit deletion is inadequate
as a mitigation strategy, motivating a more precise,
non-destructive activation steering approach.

6 Mitigating Text Dominance via
Back-patching

In this section, we first detail the back-patching ap-
proach designed to alleviate textual suppression.
We then evaluate its impact on text dominance
across an extensive benchmark consisting of two
models, eight languages, and four conflict tasks.

6.1 Back-patching

To counteract this textual suppression, we utilize
back-patching (Biran et al., 2024; Lepori et al.,
2025; Nikankin et al., 2026) to transfer acoustic rep-
resentations across layers and conditions. Instead of
destructively turning circuits off, we extract the au-
dio span representations from a late layer and inject
them into earlier layers. This design is motivated
by the findings in section 4 and section 5: section 4
shows that audio representations in the data span
converge toward a shared semantic space with text
in deeper layers, while section 5 shows through
causal ablation that audio information is not ab-
sent but suppressed under conflict. Together, these
results suggest that restoring late-layer audio rep-
resentations to earlier layers may help the audio
pathway exert greater influence under conflict. By
injecting these acoustic features before the textual



bottleneck, we amplify the audio signal and help
the model reduce the effect of suppression. Such
an intervention indicates that the transferred rep-
resentation carries causally useful information for
mitigating textual dominance.

For each conflict example, our intervention tar-
gets the continuous audio token span (Syydio) rather
than individual isolated tokens. This span-level ap-
proach captures acoustic information distributed
across multiple tokens, enabling a modality-level
causal analysis while reducing computational over-
head. We first perform a forward pass through
the source condition and record the hidden states
for a window of consecutive layers centered at
lsre. Specifically, we cache the activations hgl,)C for
l€{lsye—1,...,lsrc + i}, where the window size
w = 2¢ + 1. We then perform a second forward
pass under the destination condition. This time, we
replace the activations at a corresponding window
centered at [ ;5; with our previously recorded source
activations. Formally, letting S, 4;, denote the au-
dio token span, the back-patching operation across
the layer window is defined as:

B [Sudio) bz Suio]

dst 5
Vie{—i,...,i} ©)

In a model with L layers, we systematically ex-
plore this transfer by varying the source and des-
tination layers. Because our goal is to explicitly
override textual suppression using fully formed
acoustic representations, we constrain the search
such that Iz < ls.. We then choose the best-
performing valid source-destination configuration
on a small subset of the dataset while maintaining
the same window size for both source and desti-
nation. Detailed analysis of this hyperparameter
search is provided in section D.3.

6.2 Mitigation Results and Bootstrap
Variability

To ensure the reliability of the observed improve-
ments, we evaluate statistical significance using
bootstrap resampling with 1,000 iterations. table 4
presents the back-patching results in various lan-
guages and tasks, reporting the accuracy, the im-
provement over the baseline (A) and the standard
deviations between the resamples.

Efficacy of modality restoration. By priming the
early layers with mature audio representations, our
intervention overrides internal text suppression and
restores modality balance. This recovery is particu-

larly pronounced in Qwen, yielding an average im-
provement of +0.16 in audio accuracy. The effect
is also consistent across multilingual contexts, with
especially large gains in Arabic (AR) Adjective
Swap (40.304+9.09) and German (DE) Adjective
Swap (40.31.+9.09). This indicates that even un-
der strong initial text dominance, injecting mature
representations can reinforce suppressed acoustic
signals. To further examine this effect, we analyze
post-intervention shifts in hidden-state L2 norm
and attention distributions, which reveal a clear
structural prioritization of audio information (de-
tailed in section D.6). Cross-architectural conver-
gence. To contextualize these findings, we compare
the intervention effects between Qwen and Ultra-
vox. While Ultravox generally improves across all
setups, its absolute gain (40.07) is more tempered
than Qwen’s (4-0.16). Crucially, This difference
partly reflects their different baseline accuracies:
Ultravox starts with a higher average baseline audio
accuracy (0.41 vs. 0.30) under this evaluation setup.
Despite these disparate starting points, both mod-
els ultimately converge to comparable final audio
accuracies (0.46 for Qwen and 0.48 for Ultravox)
after back-patching. This alignment suggests that
the intervention moves both models toward a simi-
lar operating point despite their different baseline
behaviors. Additional evaluations show positive
average gains on three other models and model-
dependent improvements with natural voice, while
a fixed-path transfer test further verifies the effect
without per-setting tuning (detailed in sections D.1,
D.2 and D.4).

7 Conclusion

In this work, we presented a mechanistic investi-
gation of text dominance in Audio LLMs. By ana-
lyzing text-audio conflicts, we identified modality-
specific circuits and showed that, although text and
audio follow distinct processing pathways, their
representations converge toward a shared seman-
tic space in deeper layers. Our causal ablations
further demonstrated that acoustic information is
not absent under conflict, but instead suppressed
by text-dominant processing. These findings mo-
tivate back-patching, a training-free intervention
that restores late-layer audio representations to ear-
lier layers and improves modality balance under
conflict. For future work, we aim to study more
precisely where and how audio and text representa-
tions become integrated in Audio LLMs.



8 Limitations

While our study provides mechanistic insights, it
has several limitations. First, our experiments fo-
cused on literal speech, without exploring audio-
exclusive acoustic attributes such as emotion,
prosody, or speaker identity. Evaluating how mod-
els integrate these non-verbal representations re-
mains an important direction for future work. Sec-
ond, while back-patching shows meaningful gains
in resolving modality conflicts, the optimal layers
for circuit extraction and intervention vary across
languages and prompt structures. This underscores
the need for a more comprehensive cross-lingual
analysis to better generalize internal intervention
strategies across diverse language families.

9 Ethical Considerations

While our proposed method helps mitigate bias in
Audio LLMs, it also carries potential risks of mis-
use. The ability to manipulate internal mechanisms
could be exploited for adversarial attacks, such as
maliciously injecting specific biases or suppressing
a target modality. Our experiments are based on
the ALME Benchmark (Billa, 2026). To construct
the evaluation data used in this work, we further
processed the dataset with Microsoft Edge’s online
text-to-speech service via edge-tts 2. We summa-
rize the licenses of the datasets, pretrained models,
and related assets used in this work in section F.
Therefore, caution is advised when applying these
mechanistic interpretation techniques.
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A Preliminaries

A.1 Model Formulation and Task Metric

Let M be a transformer-based language model
and z be an input token sequence. We represent
the computational graph of M as a set of distinct
components (or nodes) V (Conmy et al., 2023). For
a given input z, the activation state of a specific
component v € V is denoted as a, (). To evaluate
the model’s performance on a specific task, we
define a scalar task metric G(M (x)), such as the
logit difference (Wang et al., 2023) between the
correct and incorrect target tokens.

A.2 Circuit Definition

Building upon the circuit definitions introduced by
(Nikankin et al., 2026), we formalize a circuit ¢
as a subset of the model’s computational graph V.
To precisely locate a component within the trans-
former architecture, we assign a 3-tuple coordinate
(I,p,1) to each node. Thus, a circuit ¢ C Vis a
subset of components indexed by layer, position,
and sub-module, i.e., ¢ C {(l,p,i) € V}. In our
experiments, circuits are instantiated by selecting
top-ranked components under AP-1G at a chosen
sparsity level. Here, [ indicates the layer depth, p
denotes the token position in the sequence, and ¢
uniquely identifies the specific sub-module (e.g.,
an attention head or an MLP neuron).

In our specific task formulation, the functional
role of a component heavily depends on its input
position. Therefore, we partition the entire circuit
c into three distinct functional groups based on
their spatial locations: data (), query (c?), and
generation (%) circuits.

? ={({,p,i) €c|pe Pp}

@ ={(l,p,i) €c|pe Py}

& ={({l,p,i)ec|pe Pg}

We define Pp, Pp, and Pg as mutually exclusive
sets of position indices that map to the data con-
text, the query token, and the generation step, re-
spectively. In the main text, Pr and P4 denote
modality-specific text and audio spans used for
causal ablation, whereas Pp, Pg, Pg partition po-
sitions by functional role for circuit analysis. Note
that P targets the final token position where the
model predicts the output.



A.3 Activation Patching and Circuit
Evaluation

To rigorously evaluate whether a discovered circuit
c captures the target behavior, we employ activation
patching (causal intervention) (Meng et al., 2022).
We define two types of inputs: a clean input z jeqn
that elicits the target behavior, and a counterfactual
input x5 that serves as a baseline.

We define a patched model M(Zcean; Zef)
where the activations of components within the
circuit ¢ are computed over X j.qy, While the acti-
vations of components outside the circuit (V \ ¢)
are patched with those from z.¢. Formally, the acti-
vation of component v during the patched forward
pass is intervened as:

avz{

For notational alignment with the main text,

ay(Zclean) and a,(z.f) are subsequently abbrevi-

ated as anle“") and al(,cf ), respectively.

To quantify the faithfulness of the circuit ¢, we
measure how much of the clean performance is
recovered by the patched model. The faithfulness
score S(c) is computed as:

g(Mc(xcleana xcf)) - g(M (l'cf))
g(M(l'clean)) - g(M(J:Cf))

ifveece
ifvéec

Ay (xclean>

ay(xcr)

S(c) =

A score of S(c) ~ 1 indicates that the sub-network
c alone is sufficient to perform the task, cleanly
isolating the necessary mechanism from the rest of
the model.

B Implementation Details

To support the reproducibility of our study, this sec-
tion provides comprehensive implementation de-
tails that supplement the core experimental frame-
work described in the main text.

B.1 Dataset Construction and Statistics

To systematically investigate text dominance un-
der multimodal conflict, we extended the ALME
benchmark (Billa, 2026) to construct a symmet-
ric evaluation setup. While the original benchmark
provides pairs of base and counterfactual (CF) text
prompts, it only contains natural voice audio for
the base text. To bridge this gap, we synthesized
Text-to-Speech (TTS) audio for both base and CF
text components. To introduce acoustic diversity,
we utilized a multilingual neural voice pool with
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Table 5: Summary of TTS dataset configurations. The
table details the pool size and gender distribution across
different languages.

Lang. Pool Size Gender Mix
AR 4 2F/2M
DE 6 3F/3M
EN 7 4F / 3M
FR 6 3F/3M
IT 4 2F/2M
JA 2 1F/ 1M
PT 4 2F /2M
ZH 8 4F / 4M

Table 6: Total number of prompts used for circuit
discovery in the EN dataset. The "Text" and "Audio"
columns denote the number of length-matched samples
strictly curated to isolate the text and audio pathways,
respectively.

Qwen Ultravox

Lang. Task Text Audio Text Audio
Adj. Swap 353 322 352 255
EN Neg. Swap 258 248 258 246
Num. Swap 431 330 430 367
Time Swap 332 291 335 306

balanced gender distribution (table 5), applying
subtle, context-specific adjustments to the speaking
rate, time-stretch ratio, and tail padding.

To satisfy the strict token-length requirements
of circuit discovery and evaluation, we leveraged
gpt-4o-mini (Hurst et al., 2024) to generate al-
ternative candidate sentences that precisely match
the required length without altering the core se-
mantic meaning or the ground-truth answer. We ap-
plied TTS to these calibrated candidates with only
minimal adjustments to speaking rate and padding,
strictly discarding any outputs that failed to yield
uniform audio token lengths. For causal ablation,
we extracted a perfectly aligned text-audio sub-
set that simultaneously satisfies this dual-modality
length constraint. Conversely, back-patching exper-
iments utilized randomly selected text-audio pairs
without length constraints, as this intervention op-
erates independently of strict token alignment.

We configured the evaluation and analysis
datasets with varying sample scales tailored to each
experiment. Specifically, behavioral inference (§3)
was conducted using 250 samples per task and lan-
guage. For circuit analysis (§4), the total data vol-
ume is outlined in table 6. The sample breakdown
for causal ablation (§5) is documented in table 7.
For the back-patching intervention experiments, we



Table 7: Total number of prompts used in the causal
ablation experiment. The table lists the final counts
evaluated on the EN dataset for Qwen and Ultravox.

Task Qwen Ultra.
Adj. Swap 322 255
Neg. Swap 248 246
Num. Swap 330 367
Time Swap 291 306

evaluated performance using 100 samples per task
and language.

B.2 Experimental Setup for Circuit Discovery
and Evaluation

Specifically, our curated dataset was partitioned
into a 75% split for circuit discovery and a 25%
split for evaluation. To ensure that the models could
fully determine the correct answer at the very first
generated token, we constrained the output space
to a multiple-choice format, restricting the genera-
tion to either "A" or "B." Furthermore, to eliminate
positional bias and ensure fairness, the label as-
signments for the choice options were completely
randomized for each sample.

For Qwen2-Audio, this constraint was success-
fully enforced by structuring the prompt template
as illustrated in fig. 6. This template was simi-
larly adapted for Ultravox to guarantee consistent
multiple-choice generation across both architec-
tures. All experiments, including the intensive cir-
cuit discovery phase, were conducted on a sin-
gle compute node equipped with 8 NVIDIA RTX
A5000 GPUs (24GB VRAM each).

C Evidence of Text Dominance

In this section, we provide the detailed behavioral
results that complement the averaged metrics pre-
sented in the main paper (table 2).

C.1 Free Generation with Natural Voice

To evaluate the models under realistic, uncon-
strained inference conditions, table 8 details the
performance of Qwen2-Audio and Ultravox across
eight languages under the free generation setting.
The aligned baselines show high accuracy across
languages, suggesting that these Audio LLMs re-
tain strong performance when modalities agree. In
contrast, the conflict views reveal a persistent text
bias. Notably, the dominance margin (Ar_4) re-
mains predominantly positive across the multilin-
gual spectrum. However, the magnitude of this bias

13

System

You are an expert speech and language analyst.

Answer the question based on the provided inputs.
RESPONSE FORMAT:

- Output ONLY valid JSON: {"answer": "A" | "B",
"rationale": "brief", "confidence": 0.0-1.0}

- Your "answer" MUST be ONLY a single capital letter:
either "A" or "B" corresponding to the correct choice.

- Do NOT translate, paraphrase, or reformat the choice text.
- Do not include any extra text or markdown formatting.

User

Transcript: The band dissolved two years later.
<AUDIO>

Question: How many years later did the band dissolve?
Choices: (A) two (B) three

Respond with JSON only.

Assistant

"o

{"answer":

Figure 6: Prompt template example for the English
Number Swap task applied to Qwen, illustrating a
multimodal setup where text data precedes audio data.
The prompt design is adapted from ALME (Billa, 2026),
and a structurally similar template is employed for the
Ultravox model.

varies depending on the specific conflict direction
(e.g., Apase = TcF versus Tcr = Apase)-

C.2 Limited Labels Setting

The averaged results in the main text (table 2) were
conducted under a limited labels setting to isolate
and quantify the models’ modality preferences, pre-
venting the natural variance of open-ended gener-
ation from obscuring the underlying bias. Build-
ing on this, table 9 extends our granular analysis
to this limited labels setting using synthetic TTS
data, covering four distinct conflict configurations.
Consistent with the natural voice results, we ob-
serve a prominent text-affinity across the majority
of languages and scenarios for both models. These
detailed breakdowns suggest that the modality bias
discussed in the main text appears across different
languages rather than being an artifact of any single
linguistic subset.

D Expanded Analysis of Back-Patching

In this section, we provide extended experimen-
tal results for our causal back-patching interven-
tions. These results include hyperparameter con-
figurations, validation on natural human speech,
non-destructive sanity checks on aligned data, and
additional back-patching heatmap visualization.



Table 8: Behavioral accuracy under natural voice and free generation settings across eight languages. Serving
as the empirical motivation for our study, these results show text-dominant behavior in both Qwen and Ultravox. For
the conflict view, we report text-affinity accuracy and the corresponding dominance margin (Ap_ 4 = text acc. —
audio acc.), where bold values highlight a prominent text bias (Ar_4 > 0.10). Aligned Avg. represents the baseline
performance without modality conflict.

Qwen2-Audio Ultravox
Conflict View (Text/ Ar_4) Average Conflict View (Text/ Ar—_ ) Average
Lang.  Apase = Tcr Tcr — Apase  Conflict  Aligned Apase = Tcr Tcr — Apase  Conflict  Aligned
AR 0.755/+0.511 0.613/+0.226 0.684 0.869 0.592/+0.184 0.640/ +0.280 0.616 0.922
DE 0.731/+0.462 0.463/-0.073 0.597 0.947 0.528 /+0.056  0.636/ +0.272 0.582 0.944
EN 0.717/+0.433  0.367/-0.266 0.542 0.928 0.524 /+0.048  0.504 / +0.008 0.514 0.944
FR 0.715/+0.431  0.459/-0.081 0.587 0.929 0.596 /+0.192  0.560 / +0.120 0.578 0.900
IT 0.696/+0.393  0.375/-0.250 0.535 0.955 0.540/+0.080 0.516/+0.032 0.528 0.958
JA 0.643/+0.285 0.488/-0.024 0.565 0.885 0.556/+0.112  0.660 / +0.320 0.608 0.896
PT 0.704 / +0.407  0.458 /-0.084 0.581 0912 0.556 /+0.112  0.552/+0.104 0.554 0.928
7ZH 0.688/+0.376  0.423/-0.153 0.555 0.954 0.552/+0.104 0.704 / +0.408 0.628 0.940

Table 9: Behavior accuracy under the limited labels setting with synthetic TTS data across eight languages.
Complementing the natural voice results, this table shows that text-dominant behavior also appears under closed-
set evaluation with synthetic audio. We report the text-affinity accuracy and the dominance margin (Ap_4 =
text acc. — audio acc.), with bold values indicating a prominent text bias (Ar_ 4 > 0.10).

Language Apase — Tcr Acr — Thase Thase — Acr Tcr — Abase Conflict Avg.  Aligned Avg.
Qwen
AR 0.708 / +0.416  0.760/+0.520 0.672/+0.344 0.588/+0.176 0.682 / +0.364 0.858
DE 0.740/+0.480 0.708 /+0.416 0.484/-0.032 0.476/-0.048 0.602/+0.204 0.912
EN 0.740/ +0.480 0.664/+0.328 0.432/-0.136  0.428 /-0.144  0.566 / +0.132 0.906
FR 0.716 / +0.432 0.684/+0.368 0.412/-0.176  0.416/-0.168  0.557/+0.114 0.922
IT 0.684/+0.368 0.772/+0.544 0.512/+0.024 0.336/-0.328 0.576/ +0.152 0.958
JA 0.660/+0.320 0.636/+0.272 0.544/+0.088 0.572/+0.144 0.603 / +0.206 0.876
PT 0.720/+0.440 0.612/+0.224 0.424/-0.152 0.516/+0.032 0.568 / +0.136 0.896
ZH 0.688/+0.376  0.728 / +0.456  0.500/+0.000  0.452/-0.096 0.592/+0.184 0.924
Ultravox
AR 0.564/+0.128 0.664 /+0.328 0.692/+0.384 0.632/+0.264 0.638/+0.276 0.904
DE 0.528 /+0.056 0.608 / +0.216 0.632/+0.264 0.588/+0.176 0.589/+0.178 0.938
EN 0.528 /+0.056  0.568/+0.136  0.640/+0.280 0.552/+0.104 0.572/+0.144 0.950
FR 0.560/+0.120 0.568 / +0.136  0.604 / +0.208 0.596/+0.192 0.582/+0.164 0.946
IT 0.576/+0.152  0.656/+0.312 0.676/+0.352 0.528 /+0.056  0.609 / +0.218 0.966
JA 0.568/+0.136  0.632/+0.264 0.728/+0.456 0.700/+0.400 0.657 / +0.314 0.884
PT 0.580/+0.160 0.620/+0.240 0.568 /+0.136  0.592/+0.184 0.590/ +0.180 0.888
ZH 0.576/+0.152 0.672/+0.344 0.748/+0.496 0.692/+0.384 0.672/+0.344 0.922
—— AR —— DE —— EN —— FR —— IT —— JA —— PT —— ZH
Adjective Swap Negation Number Swap Time Swap
1.0
0.8
g 0.61
<
2044 1 1
2
0.2 g g
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Figure 7: Effect of iterative back-patching on audio accuracy. The results illustrate that applying the intervention
iteratively does not guarantee continuous improvements. In most cases, a single back-patching iteration yields the
maximum performance gain, while subsequent iterations result in diminishing returns or slight regressions.
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Table 10: Best back-patching configurations across models, languages, and flip types. Each cell presents
the source layer (/4,.), destination layer (l45;), and layer window size (in parentheses) that lead to the highest
back-patching accuracy, formatted as ls.. — l4s¢ (Window size).

Model  Flip Type AR DE EN FR IT JA PT ZH

Adj.Swap 31 —+13) 31—-2Q3) 15—=43) 31—=23) 31—=1(1) 11—=601) 31—=2(¢5) 17=0()
Neg.Swap 31 —0(1) 31—=1() 31—=63) 31—=33) 31—=21) 31—=11) 31—=-03) 13—=5()

Qwen  Num.Swap 31 50(3) 31503) 1254() 3150() 3152(0) 11543 3152(1) 115405
Time Swap 31 —0(1) 31—2@3) 13-43) 31=1() 31—2@3) 31-0() 31=1() 12-3(5)
Adj.Swap 31 —0(1) 22—10(1) 24— 13(1) 29— 12(1) 26— 12(1) 30—5(1) 29— 12(1) 29— 11(3)

Ulravoyx, Neg-Swap 315 1(3) 305 14(5) 10-9(3) 31 =133) 27-9(5) 26—11(1) 31513(5) 31— 14(5)

Num. Swap 31 —1(1) 31—=0(1) 28—=11(5) 29—+83) 29—=12(1) 31—=6(1) 31—=10(5) 30—=9()
Time Swap 31 —=1(1) 30—=12(3) 29—=3(¢) 30—12(1) 29—-8@3) 23—=8() 30—=9() 27—=11(1)

Table 11: Back-patching performance under counterfactual audio conflicts using natural voice. Due to the
unidirectional availability of natural voice samples, results are evaluated exclusively under the setup where a
counterfactual cue is presented in the audio alongside a literal text prompt. We report the patched audio accuracy
and the improvement (A, relative to the unpatched baseline). In this controlled binary setting, an audio accuracy of
0.5 serves as a balanced reference point rather than a general deployment objective.

Model Lang. Adj. Swap Neg. Swap Num. Swap Time Swap Avg.
Patched A Patched A Patched A Patched A Patched A

AR 0.37 +0.21 045 +40.19 042 +40.22 039 +0.17 041 +0.20
DE 045 +0.21 052 +40.27 047 40.18 043 +0.21 047 +0.22
EN 032 +40.10 034 -0.04 032 40.07 036 +0.05 034 +0.05
FR 0.36 +0.17 040 40.09 045 +0.19 041 +0.21 041 +0.17

Qwen IT 045 +0.14 050 40.18 049 +0.22 042 +0.12 047 +0.17
JA 0.30 +0.06 0.52 +40.10 033 40.00 034 +0.03 037 +0.05
PT 035 +0.05 043 +40.11 045 +40.23 040 +0.12 041 +0.13
ZH 032 +0.04 043 +0.08 039 +0.02 036 +0.04 038 +0.05
Avg. 0.37 +0.12 045 +0.13 042 +40.14 039 +0.12 041 +0.13
AR 047 —-0.02 039 -0.03 046 +40.12 045 +0.01 044 +0.02
DE 0.59 +0.03 045 —-0.03 034 40.06 052 +0.02 048 +0.02
EN 0.55 —-0.01 0.57 +40.02 038 +40.08 051 +0.01 050 +0.03
FR 0.51 +0.00 041 -0.02 031 +0.04 046 +0.01 042 +0.01

Ultra. IT 0.58 +0.02 0.50 +40.06 033 40.02 048 —-0.01 047 +0.02
JA 047 —-0.00 049 +40.06 0.38 +40.03 043 +0.03 044 +0.03
PT 0.52 +0.02 046 —-0.05 0.18 +40.05 049 —-0.01 041 +0.00
ZH 0.53 +0.05 046 +40.01 041 40.06 038 +0.02 045 +0.04
Avg. 0.53 +0.01 047 +40.01 036 +40.06 047 +0.01 046 +0.02

Table 12: Back-patching results evaluated under aligned modality conditions. For each task, we report the
patched audio accuracy and the bootstrap-estimated improvement (A) averaged across two complementary aligned
setups. When the modalities are already aligned, back-patching yields marginal performance deltas (A =~ 0.00)
across all models and tasks.

Model Lang. Adj. Swap Neg. Swap Num. Swap Time Swap Avg.
Patched A Patched A Patched A Patched A Patched A

AR 095 +0.02 085 —-0.01 091 +0.03 087 —-0.01 0.89 +0.01
DE 096 —-0.00 085 +0.02 095 —0.00 097 -0.01 093 +0.00
EN 095 —-0.00 087 —0.00 095 +4+0.00 095 +40.01 0.93 +0.00
FR 094 —-0.00 089 +0.01 092 -0.01 096 —0.00 0.93 —-0.00

Qwen IT 097 +0.01 088 —0.01 094 -0.01 097 —-0.01 094 -0.01
JA 095 +0.00 0.84 40.01 090 +0.01 095 —-0.00 091 +0.01
PT 094 +0.01 089 +0.00 0.88 —0.03 094 —-0.01 091 -0.01
ZH 095 +0.00 095 40.02 091 +0.01 094 —-0.00 0.94 +0.01
Avg. 095 +0.00 0.87 +0.01 092 +40.00 094 -0.01 092 +40.00
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D.1 Additional Model Evaluation

To examine whether the intervention behavior ex-
tends beyond the two models used in the main anal-
ysis, we additionally evaluate back-patching on
SALMONN, Audio Flamingo 3, and Qwen3-Omni-
30B. SALMONN and Audio Flamingo 3 are eval-
uated across the full eight-language setting, while
Qwen3-Omni-30B is included as an English-only
supplementary check due to its higher inference
cost. As shown in table 13, these additional evalua-
tions show positive average improvements in audio
accuracy, supporting the broader applicability of
the observed intervention effect while preserving
the model-dependent interpretation discussed in the
main text.

D.2 Fixed-Path Transfer Intervention

The main back-patching experiments select source
and destination layers on a small validation subset
for each setting. To test whether a single interven-
tion path can transfer across settings, we apply the
fixed Qwen2-Audio path 31 — 3 to all languages
and conflict types without per-setting tuning. As
shown in table 14, this fixed-path setting still im-
proves average audio accuracy, although the gains
vary across languages and task types.

D.3 Optimal Configurations and Iterative
Results

To identify effective intervention pathways, we
search over window sizes w € {1, 3, 5}. The inter-
vention uses direct activation replacement, with no
additive mixing or additional scaling. We evaluate
only valid source-destination pairs whose layer win-
dows remain within model bounds. Overlapping
windows are allowed as long as the source layer
is deeper than the destination layer. Table 10 cat-
alogs the best valid configuration for each model,
language, and task setting. While the exact hyperpa-
rameter values exhibit slight variations depending
on the linguistic and task context, the selected inter-
ventions often involve routing representations from
late layers back to early layers. Note that to main-
tain computational efficiency, these configurations
were not derived using the entire dataset, but were
instead identified by evaluating a randomly selected
subset of 50 samples per task and language. Final
performance reported in the main back-patching
results is evaluated on a separate 100-sample set
per task and language, rather than on this search
subset.
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To further analyze intervention pathways, we
performed iterative back-patching across all hid-
den layers. fig. 7 illustrates that applying the back-
patching intervention iteratively does not strictly
correlate with continuous improvements in audio
accuracy. In many cases, a single back-patching
iteration yields the largest performance gain, with
subsequent iterations offering diminishing returns
or slight regressions.

D.4 Evaluation on Natural Voice

While the primary causal interventions were con-
ducted using length-calibrated TTS data to ensure
symmetric evaluations across both conflict direc-
tions (i.e., Apase — Tcr and Acg — Thase), it 18
also important to examine whether the identified
mechanism extends to realistic acoustic variations.
table 11 presents the back-patching performance
using natural human speech datasets. Due to the
inherent design of the original benchmark, this eval-
vation is restricted to the Acg — Thase conflict di-
rection, since matched natural-voice samples are
only available for that direction. We therefore do
not claim symmetric natural-voice generalization
across both conflict directions.

The results indicate that back-patching can im-
prove audio reliance under the acoustic variability
of natural voice, but the effect is model-dependent.
The gains are stronger for Qwen, while Ultra-
vox shows weaker average improvements. Over-
all, these results suggest that the intervention can
reduce text dominance beyond synthetic TTS set-
tings, while leaving broader naturalistic generaliza-
tion as an open direction.

D.5 Behavior under Aligned (Non-Conflict)
Scenarios

A robust causal intervention should selectively re-
solve modality conflicts without degrading perfor-
mance under aligned inputs. To validate this, we
applied back-patching to aligned data, where both
the audio and text modalities present identical, cor-
rect information.

As shown in table 12, the intervention does not
substantially degrade performance under aligned
inputs. The performance deltas (A) across all mod-
els and tasks hover around zero (= 0.00). This
suggests that targeted back-patching mainly affects
modality competition under conflict, without no-
ticeably disrupting standard processing when the
modalities are already in agreement.



Table 13: Back-patching on additional Audio LLMs. We report patched audio accuracy and the improvement (A)
over the unpatched baseline. SALMONN and Audio Flamingo 3 are evaluated across all eight languages, while
Qwen3-Omni-30B is an English-only supplementary check.

Model Lang. Adj. Swap Neg. Swap Num. Swap Time Swap Avg.
Patched A Patched A Patched A Patched A Patched A
AR 0.60 +0.18 057 +0.04 0.62 +0.12 0.62 +0.00 0.60 +0.08
DE 0.62 +0.06 059 +0.07 058 +0.04 0.64 +0.10 0.61 +0.07
EN 0.60 +40.06 046 +0.08 0.58 +40.08 0.58 +0.12 0.55 +0.08
FR 052 +40.08 056 +0.13 0.62 +40.06 0.58 +0.14 0.57 +0.10
SALMONN IT 0.60 +0.00 052 +40.02 0.62 +0.00 0.58 +0.04 0.58 +0.01
JA 0.66 +40.08 052 +40.09 0.54 +40.10 0.64 +0.08 0.59 +0.09
PT 0.60 +0.14 0.60 +0.14 056 +0.04 0.56 +0.02 0.58 +0.09
ZH 046 +40.06 059 +0.12 0.62 +0.20 0.58 +0.08 0.56 +0.12
Avg. 0.58 +0.08 055 +0.09 059 +0.08 0.60 +0.07 0.58 40.08
AR 049 +0.14 051 +0.19 050 +0.12 049 +0.06 0.50 +0.14
DE 0.51 +40.07 0.61 +0.07 052 +0.05 050 +0.01 0.55 +0.05
EN 050 +0.19 054 +0.15 050 +0.23 051 +0.10 0.52 +40.16
FR 049 +40.17 057 +0.16 053 +40.08 0.50 +0.04 0.53 +0.12
Audio Flamingo 3 IT 050 +40.06 053 +0.13 050 +0.11 050 +0.02 0.51 +0.09
JA 0.50 +0.06 054 +0.03 0.60 +0.11 048 +0.01 0.53 +0.05
PT 050 +40.06 058 +40.16 0.66 +0.16 0.50 +0.00 0.56 -+0.11
ZH 048 +0.07 051 -0.02 052 +0.04 0.51 +0.00 0.51 +0.01
Avg. 0.50 +0.10 055 +0.11 054 +0.11 050 +0.03 0.53 40.09
Qwen3-Omni-30B  EN 070 40.14 058 +0.13 0.66 +0.18 0.70 +0.21 0.64 +0.16

Table 14: Fixed-path transfer evaluation for back-patching. We apply the same Qwen2-Audio intervention
path (31 — 3) across all languages and conflict types without per-setting tuning. Each cell reports patched audio
accuracy, with the improvement over the unpatched baseline in parentheses.

Lang. Adj. Swap Neg. Swap Num. Swap Time Swap Avg.

AR 048 (+0.36) 044 (+0.13) 046 (+0.18) 040 (+0.22) 0.45 (+0.22)
DE 038 (+0.12) 044 (+0.17) 0.42 (+0.00) 048 (+0.26) 0.43 (+0.14)
EN  022(—0.04) 047 (+0.12) 022(—0.16) 0.28 (—0.06) 0.30 (—0.04)
FR 028 (+0.04) 0.51( ) 040 (—0.22) 048 (+0.22) 0.42 (+0.08)
IT 0.32 (+0.22) 046 (+0.23) 0.36 (+0.08) 0.34 (+0.04) 0.37 (+0.14)
( ) ( )
( ) ( )
( ) ( )
( ) ( )

JA 0.16 (—0.04) 040 (+0.05) 0.32(—0.20) 0.30 (—0.10)  0.30 (—0.07
PT 0.46 (+0.12) 041 046 (—0.26) 032 (+0.04)  0.41 (+0.00
ZH  022(40.08) 032(+0.13) 038 (—0.04) 022(-0.20) 0.29 (—0.01

Avg.  032(+0.11) 043 0.38 (—0.08)  0.35 (40.05)  0.37 (+0.06

+0.15

Table 15: Attention mass distribution and directional shifts during the final generation step. The table reports
the baseline attention mass directed toward text and audio tokens (normalized by token length) and the absolute
shift (A) following the back-patching intervention. The positive A Audio values suggest increased attention toward
audio tokens after intervention.

Model Task Attn. to Text Attn. to Audio Mean A Text Mean A Audio Mean A Other
Adjective Swap 0.0424 0.3260 —0.0052 +0.1419 +0.0049
Negation Swap 0.0372 0.2102 —0.0079 +0.0310 —0.0020

Qwen Number Swap 0.0465 0.2623 —0.0021 +0.0805 +0.0026
Time Swap 0.0415 0.3172 —0.0046 +0.1332 +0.0063
Avg. 0.0419 0.2789 —0.0050 +0.0967 +0.0030
Adjective Swap 0.0022 0.0065 40.0002 —0.0004 —0.0004
Negation Swap 0.0018 0.0058 —0.0000 —0.0002 —0.0000

Ultravox Number Swap 0.0060 0.0167 40.0042 +0.0097 —0.0019
Time Swap 0.2435 0.4849 +0.2416 +0.4779 +0.0046
Avg. 0.0634 0.1285 +0.0615 +0.1218 +0.0006
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Table 16: L2 norm measurements and representation
shift deltas for audio tokens across tasks. The table
reports the magnitude of audio representations after
back-patching (L2 After) and the change compared to
the baseline (A L2). The positive A L2 values indicate
increased acoustic representation magnitude after the
intervention.

Model Task L2 (After) A L2
Adjective Swap 243.64 +65.99
Negation Swap 337.27 +159.85

Qwen Number Swap 217.27 +39.80
Time Swap 236.45 +59.26
Avg. 258.66 +81.23
Adjective Swap 47.67 +3.42
Negation Swap 44.24 —0.06

Ultravox ~ Number Swap 49.99 +5.83
Time Swap 71.35 +33.17
Avg. 54.81 +10.59

D.6 Activation Dynamics of Modality
Restoration

To understand how back-patching affects text domi-
nance, we analyze the internal activation dynamics.
Specifically, we measure shifts in hidden state mag-
nitudes (L2 norm) and attention weights to examine
whether the acoustic signal is amplified and priori-
tized.

Signal Amplification via L2 Norm. In the resid-
ual stream, the L2 norm serves as a proxy for
representation strength. table 16 shows that back-
patching increases the L2 norm of audio tokens
across tasks. This increase is larger in Qwen (avg.
AL2 = +81.23) and more moderate in Ultravox
(+10.59), aligning with their different accuracy
gains. This suggests that injecting late-layer repre-
sentations amplifies acoustic features, which may
help counteract their suppression by the textual
pathway.

Routing Reallocation via Attention Shifts. For
the amplified signal to impact the output, the model
must route it during generation. table 15 shows that
back-patching increases attention toward audio to-
kens (AAudio > 0) on average across both mod-
els. In Qwen, this audio increase (avg. +0.0967)
is accompanied by reduced text attention (avg.
—0.0050), suggesting a partial reallocation from
text to audio.

Together, these metrics suggest a two-step mech-
anism: the intervention first amplifies the acoustic
signal (L2 norm), which is then accompanied by
greater attention to audio information during the
final prediction.
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Table 17: Licenses of datasets, models, and codebases
used in this work. The table details the open-source li-
censes and official repository links for the ALME bench-
mark, the evaluated Audio LLMs, and the referenced
methodology.

Type Asset License Source
Dataset ALME Benchmark Apache 2.0  GitHub
Model Qwen2-audio MIT Huggingface
Ultravox MIT Huggingface
Codebase VLM Circuits Analysis ~ Unspecified ~ GitHub

D.7 Intervention Heatmaps Across Diverse
Languages

To examine whether the spatial distribution of mul-
timodal circuits is similar across languages, fig. 8
presents intervention heatmaps for Arabic (AR),
German (DE), English (EN) and French (FR). For
computational efficiency, these visualizations were
computed on a random 50-sample subset per task.

Despite minor topological variations across lan-
guages and tasks, the main trend is similar: per-
formance gains tend to localize in regions where
representations are patched from the final layers
back to the early layers. This suggests that late-to-
early modality routing is a recurring pattern in our
evaluated settings rather than an artifact of a single
language.

E AI Assistant Usage Statement

During the preparation of this manuscript, we uti-
lized ChatGPT and Gemini strictly for linguistic
refinement, including grammatical corrections and
stylistic improvements. All scientific hypotheses,
experimental analyses, and core intellectual con-
tributions remain entirely the original work of the
human authors.

F Licenses of Datasets and Models

We summarize the licenses of all datasets and pre-
trained models used in this work in Table 17. All
assets are used in accordance with their respective
licenses.


https://github.com/jb1999/alme-benchmark/tree/main
https://huggingface.co/Qwen/Qwen2-Audio-7B-Instruct
https://huggingface.co/fixie-ai/ultravox-v0_6-llama-3_1-8b
https://github.com/technion-cs-nlp/vlm-circuits-analysis
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Figure 8: Intervention heatmaps across a linguistically diverse subset of languages. The plots illustrate the
back-patching results for Arabic (AR), German (DE), English (EN), and French (FR). Despite minor topological
variations, the main trend shows stronger performance when routing representations from the late layers back to the
early layers.
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